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Haskell is a general-purpose non-strict purely functional programming language. The goal of the
Jaskell Project is to design and implement a new back-end for the Haskell Compiler built by the
Glasgow University, which name is the Glorious Glasgow Haskell Compiler or simply GHC. Actually
GHC can generate either ANSI C code, or assembler for various architectures. The new Jaskell
back-end enables GHC to generate Java bytecodes. By combining GHC and Jaskell, it is possible
to write programs in Haskell and run them inside a Java enabled browser or on any operating
system supporting a Java Virtual Machine. In this document, we will first explain why a Haskell
compiler being able to generate Java bytecodes is a highly interesting piece of software. We will
then expose the model we designed to map the paradigms found in a non-strict purely functional
language to an object oriented execution framework. Finally we will look at our implementation
of this model. This work has been done at the Swiss Federal Institute of Technology in Lausanne
for a diploma project with Professor C. Rapin of the Compiler Design Laboratory. Une courte
introduction en francais figure au début de ce document.
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Chapter

Motivations

1.1 French abstract

This project has been done as a diploma project at the Swiss Federal Insti-
tute of Technology in Lausanne. As Lausanne stands in a French-speaking part
of Switzerland, students usually write their diploma project documentation in
French. So, this section is written in French and explains the goals of the Jaskell
Project and why we choose to write this document in English.

Haskell est un langage généraliste, fonctionnel et a évaluation paresseuse. L’objectif du
projet Jaskell est de concevoir et de réaliser un nouveau backend pour le compilateur Haskell
réalisé par 'université de Glasgow qui se nomme The Glorious Glasgow Haskell Compiler
ou plus simplement GHC. Actuellement GHC peut produire, soit du code ANSI C, soit de
I’assembleur pour différentes architectures. Le nouveau backend, Jaskell, permet & GHC
de produire du bytecode Java. En combinant GHC et Jaskell, il est possible d’écrire des
programmes en Haskell et de les exécuter a I’aide d’un browser supportant Java ou sous tout
systeme d’exploitation pour lequel une machine virtuelle Java est disponible.

Dans ce document, nous expliquerons d’abord l'intérét d’un tel projet, et en particulier
pourquoi un compilateur Haskell permettant de générer du bytecode Java constitue un logi-
ciel tres intéressant. Nous verrons ensuite le modele que nous avons concu et qui permet de
faire correspondre les concepts présents dans les langages fonctionnels a évaluation paresseuse
au modele d’exécution d’un langage orienté object.

Ce travail a été réalisé a I'Ecole Polytechnique Fédérale de Lausanne (EPFL) dans le cadre
d’un projet de diplome au Laboratoire de Compilation avec le Professeur C. Rapin. Les
documents rédigés par les étudiants dans le cadre de leur projet de diplome sont en général
écrits en francgais. Néamoins, il me semble que le modele, ainsi que le logiciel développé dans le
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cadre de ce projet, pourraient certainement étre utiles a ’équipe travaillant sur le compilateur
GHC a Tl'université de Glassgow, ou méme a toute personne souhaitant simplement utiliser
Jaskell. J’ai ainsi, avec I'accord du Professeur Rapin, pris l'initiative de rédiger le présent
rapport en anglais.

1.2 Advantages of a non-strict purely functional lan-

guage

What is the major problem computer engineers are facing today? In my humble opinion, it
is software quality. How about extending a piece of software with a few million lines and
a lot of people working on it? It is becoming harder and harder every day. The market
is looking for new features and developers will try to provide them as fast as possible to
avoid loosing market share. In the whole process, developers don’t have much time to re-
engineer software and so their goal is to write bug-free code as fast as possible. To help them,
software engineering methods like Booch, OMT or Fusion were designed. Those methods
help the developer to make a better use of his main tool: the computer language. But from
an other point of view, it would perhaps be even more effective to give a good language
to the developer instead of teaching him how to use a bad one. Actually there is a lot of
praise around object oriented languages and a lot of people are considering them as the
definitive solution. However the earth is still turning and computer scientists are designing
new languages based on new paradigms almost every day. One of those languages is Haskell
(see [9] and [2]).

So why is Haskell so special? There would be a lot of things to say about the software
engineering advantages of languages like Haskell. This is certainly a very interesting subject
which is unfortunately far beyond the scope of this report. But let’s come back to the
question: why would someone prefer Haskell to a classical object oriented language like
C++ or Java? Simply because Haskell is non-strict and purely functional. Let’s see what
all those buzz words mean.

e Non-strictness is related to lazy evaluation. This property of the language allows the
developer to write complex algorithms in a very simple and natural way. We will see
a concret exemple to illustrate those advantages in the next section.

o Purely functional implies that no function of a Haskell program can have a side effect.
This means the result of a particular function only depends on its arguments. If the
same function is called twice with exactly the same arguments, its result will be the
same. What is important here is that the lack of side effects is guaranteed by the
language (you simply can’t write a function having a side effect) and not by coding
rules.
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What are the implications of those two properties? First, it is simpler to write software
in Haskell because of it is non-strict purely functional language. Second, it is easier to be
confident (or even to prove) that a particular program will work and also easier to extend an
existing large piece of software because of its purely-functional nature. Indeed, because you
know a function result can only depend on its arguments, you can extract a function from a
huge project, modify it, and test it independently. In fact, this is exactly what I did when
adding the new Jaskell back-end to the Glasgow Haskell Compiler. GHC is itself mainly
written in Haskell and weighs about 350 thousands lines. It would have been a lot harder to
extend GHC the way I did if it was written in C++ or any other imperative language.

1.3 Case study: the quick sort algorithm

Until now we did a lot of “theory” about the advantages of Haskell. So now let’s take a
concrete example to illustrate some of the points we looked at in the previous section. The
example I choose is very simple: the quick sort algorithm. What’s the main idea of this sort
algorithm? Let [ be the list we would like to sort. If the list is empty then it is already
sorted. Otherwise, we will choose an element p of the list [. (We can choose p using a special
algorithm to make our quick sort more efficient. Here, to keep things simple, we will consider
that p is the first element of [.) Let rest be the list of elements from [ without p. To sort [
we simply need to concatenate the three lists:

e The list obtained by sorting with our algorithm the elements of rest which are lower
or equal to p.

e The list with one element: p.

e The list obtained by sorting with our algorithm the elements of rest which are strictly
greater to p.

Now let’s look at the implementation of this algorithm in Haskell. You’ll notice that the
code below is only 4 lines long and does ezactly what is said in the English description.

quickSort [] (]

quickSort (p:rest)
quickSort [e | e <- rest, e <= p] ++ [p] ++
quickSort [e | e <- rest, e > pl]

Below, I wrote the same algorithm in Ada. If you are patient enough, you can read this 34
lines procedure (more then 8 times longer than the above Haskell code).
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procedure quick_sort (tab : in out TVector) is
procedure revolve (bottom, top : Integer) is
pivot : Integer := tab (bottom);
b : Integer := Integer’Pred (bottom);

t : Integer := Integer’Succ (top);
begin
while b < t loop
loop

b := Integer’Succ (b);
exit when tab (b) >= pivot;
end loop;
loop
t := Integer’Pred (t);
exit when pivot >= tab (t);
end loop;
if b < t then
declare
temp : Integer := tab (t);
begin
tab (t)
tab (b)
end;

tab (b);
temp;

end if;
end loop;
if bottom < b - 1 then
revolve (bottom, b - 1);
end if;
if t + 1 < top then
revolve (t + 1, top);
end if;
end revolve;
begin
revolve (tab’First, tab’Last);
end;

What I wanted to show by this tiny example is that:

e Haskell programs are often a lot shorter than equivalent programs written in another
imperative language like Ada, C++ or Java.
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e Algorithms written in Haskell are often very similar to their English description. It is
sometimes even simpler to write the source in Haskell than to write the description in
English. This makes me think that non-strict purely functional languages are higher
level languages than imperative ones.

e Since Haskell code is short and similar to its specification in English, it is a lot easier
to be convince ourselves (or even to prove) that a particular program will work as
expected.

1.4 Advantages of a Java bytecodes generator

Until now Haskell seems to be the perfect language. And so what’s the problem with it?
Why isn’t Haskell used everywhere? The main reason is certainly that non-strict purely
functional languages in general, and Haskell in particular, are not well known today. An
other reason is that Haskell is still somewhat new and the compilers still have to mature and
to get more efficient to match imperative languages in performance. This is actually a very
interesting research field and an other student of the Swiss Federal Institute of Technology
(Philippe Altherr) does a diploma project on this suject (extending GHC by providing an
other optimisation pass).

Actually Haskell compilers in general and GHC in particular can either generate C code or
assembler for particular architectures. Using C code as a portable assembly language has
many advantages. Indeed, the generated C code can be compiled on several architectures
and there is no need to provide a special support in the compiler for each architecture. The
C compiler will simply do the job. It is also possible to leave a lot of the optimization work
(like registers scheduling, vectored jumps in switch statements, etc) to the C compiler. This
approach is very popular and several compilers are today generating C code (Newton [8],
Scheme [1], SML, etc).

But I think a still better approach would be to generate Java bytecodes instead of C code.
Several compilers have already adopted this approach. Asymetrics was one of the com-
panies to target Java bytecodes with their Ada95 to Java bytecode compiler named Ap-
pletMagic (http://www.appletmagic.com/). Many others compilers can generate Java byte-
codes or simply Java code like Synkroniz PERC <http://www.synkronix.com/> (COBOL to
Java Cross Compiler), C2J <http://members.aol.com/laffra/c2j.html> (C++ to Java
Translator), Luck <http://home.earthlink.net/“kevalb/luck/index.html> IBM Ne-
tRexx <http://www.ibm.com/Technology/NetRexx/>, SmallEiffel <ftp://ftp.loria.fr/
pub/loria/genielog/SmallEiffel/>, etc. We have seen some of the advantages of gener-
ating C code instead of assembler, but what are the advantages of generating Java bytecodes
instead of C code. Let’s explore some of them:

e With C code, we have a good level of portability since to get an executable for a
particular architecture, the software’s author simply have to recompile the generated
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C code on the target architecture. This is usually easy since good C compilers (for
example the GNU C Compiler) are widely available. However, the developer still has
to recompile its software and to provide distribution archives for ewvery architecture
he wants to support. This is somewhat painful and costs a lot of time and space (for
example the compressed archives of the Glasgow Haskell Compiler for various operating
systems occupy about 110 Mb).

e We have seen that when generating C code we can leave several low level optimizations
to the C compiler. With Java bytecodes we can leave even more work to the Java
Virtual Machine (JVM). For exemple, if a language needs a garbage collector, we can
use the garbage collector provided with the JVM instead of writing one from scratch.
Features found in the JVM (like the garbage collectore) will certainly be implemented
better than would have done starting from scratch since there is a lot of people around
the world porting and tuning Java Virtual Machines for about every operating system
we can think of. We can say that this way, we are making profit of the hype surrounding
Java.

e When automaticly generating code, we sometimes use particular constructions in an
unusual way. A human developer will never write such code and so the JVM machine
perhaps won’t optimize such particular constructions. However being not optimized,
the generated code will be inefficient. We will see one or two similar situations when
generating Java bytecodes from Haskell. So what can we do? Simply enhance the Java
Virtual Machine adding our particular optimizations. That way, our optimizations
will not be bundled to our compiler, but will be widely available in the JVM and
will benefit to all JVM users. See the chapter 4 (current limitations and possible
extensions) for more informations about the way we could improve the JVM to make
the Java bytecodes generated by Jaskell more efficient.

e When an Haskell program is compiled into Java bytecodes, we can’t make the difference
between this particular bytecodes and bytecodes generated by a Java compiler. This
means that an Haskell function compiled with Jaskell can be very easily called from a
Java program. This is absolutely fantastic since we are now able to mix Haskell and
Java with no effort in the same application. We can use each language where it best
fits, for example Haskell to write the business logic and Java to write the graphical user
interface. We have already done this and we will see a practical example in section 3.4
(the N-queens problem).

o With Jaskell, compiled Haskell code can be called from a Java program very easily but
the opposite is not trivial. However since compiled Java and compiled Haskell live side
by side as Java bytecodes the idea doesn’t seem totally eccentric. We will discuss this
point in chapter 4 (current limitations and possible extensions) using monads.

So far, we have seen why Haskell is a great language and why generating Java bytecodes has
really many advantages and so I hope I managed to convince you that Jaskell is a fantastic
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project :-). The next chapter will be a bit more technical and we will expose the model
we designed to map the paradigms found in a non-strict purely functional language to the
object oriented execution framework provided by the Java Virtual Machine.



Chapter

The Jaskell model

This chapter is quite large. Thus it has been organized in three parts:

e In the first one, see section 2.1 (architecture overview), we will describe the overall
architecture of the GHC compiler, with and without the Jaskell back-end. We will also
briefly introduce the two languages we will have to deal with: the STG language and
Java bytecodes.

e In the second one, see section 2.2 (generating classes), we will describe the structure of
the Java bytecodes provided by Jaskell when compiling an Haskell program. We will
see how classes are organized in packages and what attributes, methods or constructors
are used for.

e Finally, in the third part, see section 2.3 (generating code), we will describe how Haskell
expressions are converted to Java bytecodes and how the different STG constructions
are mapped to Java bytecodes.

2.1 Architectures overview

2.1.1 Generating Java bytecodes

The figure 2.1 (general compilation diagram) shows the general process of compilation for
three languages: Java, Haskell and Newton. Compiling Java is simple: by compiling a source
file you get Java bytecodes which is run over a Java Virtual Machine for a particular operating
system. When compiling Haskell with GHC, you get a C file. You can feed a C compiler
with this file to create an executable for particular operating system. The goal of this project
is represented by the dashed line: enabling the GHC compiler to generate Java bytecodes.
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Java Source Haskell Source Newton Source
Code Code Code
\ 4 A 4 A\ 4
Java GHC/Jaskell Newton
Compiler Compiler Compiler

/
/\ /
/I
/ C Source
/ Code
III
I,
/ A 4
/I
e C Compiler
Java
bytecodes
A\ 4
Java Virtual Native
Machine Executable
Operating
System

Figure 2.1: General compilation diagram for several languages.

This schema could be reproduced for an other language, for example Newton which actually
generates C code, just like GHC. This hypothetical extension is beyond the goal of this
project and is discussed in the chapter 4 (current limitations and possible extensions).

2.1.2 GHC without Jaskell

We will now give a look to what happens when a Haskell program is compiled with an
unmodified version of GHC. The whole process is illustrated at the figure 2.2 (GHC without
the Jaskell backend). To compile an Haskell source gaga.hs you simply need to run ghc
gaga.hs. Here ghc is not the GHC compiler written in Haskell, but a rather “simple” Perl
program. We will call it the driver. The driver will first call the GHC compiler (written in
Haskell) with the appropriate arguments and then, if needed, the C compiler, assembler and
linker. Let us now give a deeper look to what happens inside the GHC compiler:

1. First of all, Haskell source code is converted to a simpler language: the Core language.
Core is still strongly-typed, non-strict and purely functional but doesn’t have as many
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syntactic sugar as Haskell. At this point, type checking has been performed, type
overloading has been resolved and pattern-matching has been translated into simple
case expressions, each of which performs only a single level of matching.

2. Several core to core passes are now applied. Each one will translate a core program into
an other equivalent core program. The core to core transformations can be executed
in any order. However sometimes, to get an efficient result, it is better to apply a
particular transformation before an other. It is also possible to apply a transformation
more than once. A core to core phase is general used to implement optimizations.
That way an optimization can be added to the compiler simply by plugging a new
core to core transformation. This also makes testing easier since optimizations can be
activated or disabled without any problem (what is the benefit of my optimization?
do I introduce a bug with my code?).

3. Then core source is translated into the STG language. STG is yet an other internal
language somewhat similar to core and so translating core to STG is rather simple.

4. Finally STG is compiled to Abstract C. Abstract C is just an internal representation
of C code and will be latter printed to a C file or translated to the assembly language
of a particular architecture.

2.1.3 Exploring the design space

The design space for a Java bytecodes generator is quite large. We will here give some
guidelines which will help us later to take the right decision.

1. Use as much as possible the features available in the Java Virtual Machine.
We have seen in section 1.4 (advantages of a Java bytecodes generator) that it is
interesting to generate Java bytecodes since, that way, we can use features available
in the Java Virtual Machine. This guideline implies that we won’t have to write a
garbage collector from scratch since there is already one available in the JVM. This
seems obvious. But we will see latter that we will use some of the JVM features in an
unexpected way (at least for Java programmers).

2. The Jaskell back-end should be able to compile rather large programs and
generate Java bytecodes which still runs on a JVM. This seems obvious but
is not so easy to do. The JVM has a lot of limitations which are fortunately well
documentated in the section 4.10 of the book The Java Virtual Machine Specification
[7]. A lot of values are coded on 16 bits in the class file format. So this sets an upper
limit for the number of methods per class, attributes per class, instructions per method,
arguments per methods, etc. This has essentially been done to minimize the size of
class files since they are expected to be downloaded as fast as possible through the
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Haskell | GHC driver
source - Per
GHC compiler
Haskell
\ 4
Core to j Haskell to
core core
A\ 4
Core to R SIG to
SIG | Abstract C
\ 4
GNU C ~ ANS| C
Compiler | code
\ 4
Native
executable

Figure 2.2: GHC without the Jaskell back-end.
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Internet. Those limitations are quite reasonable for human written programs. However
it is easy to exceed them with automaticly generated code. To avoid problems inherent
to those limitations we should not compile a single Haskell program to a single method
and not even to a single class file. What is essentially not limited with the JVM is
the number of classes, the number of packages and the depth of a package tree. We
will see later how our model takes advantage of those unlimited features.

2.1.4 GHC with Jaskell

To write a our new back-end, we will start from an already existing intermediate language.
So, we have the choice among core, STG or Abstract C. I choosed to start from the STG
language, as shown in figure 2.3 (GHC with the Jaskell backend). Let’s review those three

intermediate languages and see why STG is certainly the better one to generate Java byte-

codes:

e Why STG instead of Abstract C? Abstract C was first designed to be an internal

representation for C code. In fact, you can have in Abstract C some features not
available in ANSI C like inner functions. However those features are only syntactic
sugar and can easily be translated to strict ANSI C. Then several back-ends targeting
an assembly language for a specific architecture were added to the compiler. Those
native back-ends were added mainly to reduce compilation time, since that way, there
is no need to call the C compiler. The native back-ends use Abstract C as their input
language. Actually I choose not to use Abstract C as an input language for Jaskell
because Abstract C is a much too low level language. For example, the Abstract C
code assumes the use of a particular garbage collect working in a particular way and
this leads to the use of two stacks: one for pointers and the other for non-pointers.
This is only an example but in fact Abstract C should be seen as a portable assembly
language whereas Java bytecodes is much like Java. Therefore it would be a rather
bad idea to try to convert Abstract C to Java bytecodes. It would be painful and the
generated code would not be very efficient.

Why STG instead of core? STG and core are very similar. Core is a fully typed
language designed to easily write core to core transformations whereas STG is designed
to allow easy translation from an non-strict, purely-functional language to Abstract C.
For example, the code is decorated with unique values which make the generation of
unique labels very easy. When using STG as an input language for Jaskell instead of
core, we also make profit of optimizations done by the compiler at the STG level. It
would certainly have been possible to use core instead of STG in our back-end, however
STG has been designed for that purpose and using it makes our work easier.



2.1. Architectures overview 17

2.1.5 Generating ASCII instead of binary files

Our goal with Jaskell is finally to produce class files. Those files are binary files, just like an
executable for a particular architecture. The format of those file is documented in The Java
Virtual Machine Specification [7]. When writing a native compiler, say for the C language,
we usually generate a text file containing source code in an assembly language. This file will
later be compiled to a binary file by an assembler, which is a rather simple piece of code.
Unfortunately, no standard assembler comes with the distribution of Sun’s Java Development
Kit. There is also no standard definition of a syntax for an assembly language. Fortunately,
KB Sriram defined such a syntax and wrote an assembler which name is Jas, like Java
assembler. 1 decided to generate Java bytecodes using Sriram’s syntax instead of binary
class files because:

e It is a lot easier to generate an ASCII file instead of a binary file since the class format
is far from being trivial. To be able to produce class files we would have to implement
a special library for that purpose.

e It is also easier to look for bugs in an ASCII file rather than in a binary file for obvious
reasons.

The figure 2.3 (GHC with Jaskell backend) illustrates the compilation process when the
Jaskell back-end is plugged into GHC.

Since Jaskell compiles STG language to Java bytecodes, before we expose the model we
designed to map paradigms found in the STG to the Java bytecodes framework, I think it
is a good idea to give a deeper look to those two languages. The next two sections are there
for that purpose.

2.1.6 The STG language

We have seen that STG is an austere purely-functional language with very few constructions.
So, let us see what those constructions look like. This overview is somewhat simplified since
the “real” STG is a bit more complicated mainly for optimization purpose. The syntax for
this “STG-light” is given at figure 2.4 (an overview of the STG language).

Basically a program is given by a sequence of bindings. A binding has two parts: on the
left the binding name, and on the right the lambda form associated with that binding. A
lambda-form is given by:

e An expression expr.

o A list of arguments vars a. We can expect those arguments to be used in the expression.
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Figure 2.3: GHC with the Jaskell back-end.
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e A list of free variables vars f. The free variables are not arguments (thus they are not
passed as arguments when an application occurs). A free variable is an other variable
which is used somehow in the expression. In the example below, f has two arguments
(a and b) and no free variables while g has one argument (¢) and one free variable (a).

fab
g c

g b where

1]
oY)

e An update flag which is either u if the lambda-form is updatable or n if the lambda-form
(or a closure built on it) is non-updatable. When a closure has an update flag, then its
value is only computed once. This means that when the closure is entered for the first
time, its result is computed and is stored somewhere (we will see later how we can store
the result). Later when the closure is entered, its value has already been computed and
saved, so the result is simply returned. Non-updatable closures are more simple since
their result is computed whenever the closure is entered. Obviously the update flag
makes sense only for closures with no arguments. So it is better to use an update flag
since it avoids re-computations. However if we can prove that a particular closure will
be entered only once, then is is better to set this particular closure as non-updatable.

This way, we will spare the update time. This work is quite complicated and is actually
done by GHC.

An expression is associated with each lambda-form and is run when the closure built on that
lambda-form is entered. An expression can be either:

e A local definition. The bindings defined in binds, see figure 2.4 (an overview of the
STG language), are only available from ezpr.

e A local recursive definition. This is quite similar to a local definition but each
binding part of binds can use the other bindings. The order of declaration has no
importance and it is possible that way to write circular definitions (this is sometimes
usefull as we noticed in a previous report, see [10]).

e A case. Case expressions provide a mean to do tests. There are two kinds of case
expressions: algebraic and primitive. In both cases the expression expr is evaluated.
For an algebric case the result will be a data type, and for a primitive case the result
will be a primitive type. In the example below, f uses an algebric case while g uses a
primitive case.
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Program prog — binds
Binding binds — var=Ifi;...;van=1If nx1
Lambda-forms If —» vars \nvarss -> expr
Update flag T —» u Updatable
| n Not updatable
Expression Exor — let binds in expr Local definition
| letrec binds in expr Local recursion
| case expr of alfs Case expression
| var atoms Application
| constr atoms Constructor
| prim afoms Built-in operation
| Jiteral Literal

Figure 2.4: An overview of the STG language.

f a = case a of {
(] -> [ ;
(h:t) > ft 2}

g a = case a of {
0 ->1;
1->01%

e A built-in operation. STG must provide a way to call very simple primitives, for
example to do arithmetics. This is done using built-in operations.

e A literal can be either numbers (integers, floats, doubles), characters or strings. Here
we will only consider numbers. See chapter 4 (current limitations and possible exten-
sions) for further information on this purpose.

2.1.7 The Java bytecodes

Java bytecodes are stored in class files. The structure of class files is described in The
Java Virtual Machine Specification [7]. 1 won’t be able to summarize this near 500 pages
book in few lines here, but to say it in one sentence: Java bytecodes is very very close to
the Java language. It is still a fully-typed object oriented language, garbage collection is
handled by the Java Virtual Machine, classes and methods names are still referenced with
characters strings (stored in the class file using the standard UTF-8 Unicode format). Here
is a non-exhaustive list of special characteristics of Java bytecodes:
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e All the computations are done on the stack. The Java Virtual Machine provides one
stack for each thread. (Java bytecodes generated by Jaskell will use only one thread.)
This means that the JVM doesn’t provide registers since it is stack-based.

e When a method is called, a frame for this method is allocated on the stack of the
current thread. Local variables will be stored in that frame. The local variables are
not referenced with their name (like methods or object’s attributes) but by a local
variable indez. If the method is not static then the first local variable (at index 0) is a
pointer to the current object and arguments start at index 1. If the method is static,
arguments start at index 0.

e The Java bytecodes contain for each method a value called max_stack which gives the
maximum number of words on the operand stack at any point during execution of that
method.

e The Java bytecodes contain for each method a value called max_locals which gives
the number of local variables used by that method, including the parameters passed
to the method on invocation.

e Constructors are very similar to other methods. The name for a constructor is al-
ways <init> (“<” and “>” are invalid characters for an identifier in Java) and the
instruction invokespecial is used to call a constructor.

2.2 Generating classes

2.2.1 Bindings mapping

In a functional language, a binding (or function), say g, localy defined can be be part of the
result of its enclosing function, say f as shown in the example below.

f ab
g c

g where

]
o

As we have seen before, a is considered as a free variable for g. If an other piece of code in
the same program uses the result of f, the free variable ¢ must be saved somewhere. This
simple example shows that for each binding we must allocate a memory block on the stack.
This block is called a closure and must at least contain two informations: the free variables
and a code pointer. This pointer references the code to be run when an application occurs
with that closure. At this point, we will say that the closure is entered.
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binding extends jaskell.support.Closure

closure's aftributes Closure f1, ..., fn

constructor <init> ()

initialisation method init (Closure f1, ..., Closure fn)
enter method Closure enter (Closure al, ...,

Closure an)

Figure 2.5: The Java class corresponding to a closure.

Mapping of closure to Java bytecodes is an important point since every data handled at
runtime is either a closure or a primitive type. I chose to map each closure to a Java class.
A closure class has the properties below and is also illustrated by figure 2.5 (the Java class
corresponding to a closure).

e It inherits from jaskell.support.Closure. Basically this superclass sets that all
closures can be entered by the definition of an overloaded enter method with all
parameters combinations found in the program.

e We have seen that the free variables should be saved in the closure. This is done by
adding a class attribute for each free variable.

e Each closure provides a constructor with no arguments. This constructor does nothing
but call its superclass (java.lang.0bject) constructor.

e An init method. When the closure is created (i.e. when a binding occurs), we must
set the closure free variables (object arguments) to their value in the current context.
We could expect the constructor of a closure to have one argument for each free variable
to enable the constructor to initialize the object’s attributes. This does not work this
way because definitions can be recursive as shown in the STG example below:

f =[] \u [1 letrec {
=[] \ull ... ;
=[al] \u{} ... }

p o P

Thus, a closure constructor has no arguments and we will add a method called init
for each closure. This method has one argument for each free variable. The code for
this method will simply copy the arguments to the corresponding object’s attributes.

e Each closure provides an enter method. It has one argument for each closure argu-
ment. When a closure is entered, its enter method is called.
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data extends jaskell.support.Closure

data attributes public Closure x1, ..., Xn
constructor <init> ()

initialisation method init (Closure x1, ..., Closure xn)
enter method Closure enter ()

Figure 2.6: The Java class corresponding to a data type.

2.2.2 Data mapping

In Haskell, besides primitive types like characters or numbers, it is possible to build our own
data types using the data keyword. So we have to provide a mean in Jaskell to compile those
custom data type to Java bytecodes. We have seen in the previous section how bindings are
mapped to closures. At this point I have a good news: this section will not be too long since
data types are also mapped to closures :-). Of course, for each data type we will generate
one class for each constructor. So what is the difference between bindings closures and data
types closures? A data type class has the properties below and is also illustrated by figure
2.6 (the Java class corresponding to a data type).

e A data type has no free variables but fields. Those fields are mapped to class attributes.
For free variables, we used the variable name as the attribute identifier. It possible to

give a label to a field, but this is not required. In the example below, A uses labeled
fields while B does not.

data A
data B

F { f1,f2 :: Int, £f3 :: Bool}
F Int Int Bool

Since labels are not always available, I simply choose to name the first field x1, the
second one x2 and so on.

e The constructor is still empty. It will only call its super-class constructor.

e As with a closure built from a binding, the init method will initialize the closures
attributes. Here the attributes does not correspond to free variables but to fields.
Nevertheless the generated code is still very similar.

e Of course their is no expression bound to a data type. A data type is already a head
normal form by its very nature. So, the enter method is simply empty.
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2.2.3 Naming convention

We have seen in the previous section that every closure is mapped to a Java class. This
means we will have many classes and we should provide a way to avoid name conflicts. So
we have to solve several problems:

e The simple solution would be to use the closure’s name. However the same name can
be use at different levels as shown by the example below. The f defined in a can be
totaly different from the f defined in b. So we have to map those two bindings to two
distinct classes.

. where

oY)
1]

b = ... where

e Our model supports Haskell modules and separate compilation. Obviously the same
name can be used in two modules (this is one of the modules goals). So we have here
the same problem as above about distinct class names. Moreover, because of separate
compilation, the name used for a top level binding should be predictable and should
depend only from the module and binding name.

The solution to those problems is to use packages. To give a name to a closure, we will follow
those simple two rules which can be applied recursively:

e A top-level binding c part of a module m is mapped to the class jaskell.module.m.c.

e If a binding f is mapped to the class z.f and a binding ¢ is defined in f, than g is
mapped to the class zf.g.

So all the generated classes are in the package jaskell.module. We also have a pack-
age jaskell.support for hand-written Java classes. The latter are written only once
and are part of the Jaskell library. The end user will never write a class in the package
jaskell.support but will perhaps use some of those classes in a Java program to call a
Haskell function compiled with Jaskell. See section 3.4 (the N-queens problem) for example
of calling a Haskell function from a Java program.

For this schema to work, we must assume that every character of a Haskell identifier can
be mapped to a legal character in the Java bytecodes. This should be actually true since
the Java Virtual Machine Specification states that Unicode is used to encode name in Java
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bytecodes. However the Java bytecodes verifier available with the JDK complains if a name
does not used a legal Java identifier. This restriction is acceptable since in the JDK’s context,
the Java bytecodes is supposed to be generated by the Java compiler. This way only legal
Java identifiers can be used. To make the bytecodes verifier happy, we will translate non-valid
characters to valid ones.

So what is considered to be a legal identifier in Java? The answer to this question lies
at section 3.8 of The Java Language Specification [4]. A valid identifier must start with
a JavaLetter and continue with zero or more JavaLetterOrDigit. As stated in The Java
Language Specification, a JavaLetter includes uppercase and lowercase ASCII Latin letters
A-Z (\u0041-\u00ba), and a-z (\u0061-\u007a), and, for historical reasons, the ASCII
underscore (_, or \u005f) and dollar sign ($, or \u0024). The specification also says that
the $ character should be used only in mechanically generated code or, rarely, to access
preexisting names on legacy systems. JavaLetterOrDigit also includes the ASCII digits 0-9
(\u0030-\u0039).

We choosed to convert each character which would not be legal as a Java identifier, plus the
$ character, to the value of this character in hexadecimal. For example # is converted to $23
and $ to $24.

2.2.4 Top-level bindings

Top-level bindings are compiled to Java bytecodes classes like other bindings. Moreover
top-level bindings can be referenced from an expression without being a free variable or
an argument. In the example below, f is neither a free variable nor an argument in g.
Nevertheless it can be referenced from g.

O\p 00 ... f...

So we have to provide a mean to reference the object corresponding to a top-level binding
from anywhere in the program. Of course, an object for each to-level binding must be
constructed before any closure is entered.

We solve this problem by adding a class for each module. This class contains one static
attribute for each top-level binding. The attribute is initialized when the class is loaded.
That way we will not create instances for top-level bindings of unused modules since the
initialization of static attributes is only done when the class file is loaded by the Java
Virtual Machine class loader. Just to make things clear let’s take an example, the module
JPrelude:
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module JPrelude where

jlength :: [al -> Int

jlength [] = 0

jlength (_:1) = 1 + length 1

jhead 20 [al > a

jhead (x:.) = x

jhead [] = undefined

jtail :: [a]l > [al

jtail (_:xs) = xs

jtail [] = undefined

jiterate :r (a=>a) ->a > [al
jiterate f x = x : jiterate f (f x)
jfoldl it (@a->b->a) ->a->[b] ->a
jfoldl £ z [] = z

jfoldl f z (x:xs) = jfoldl f (f z x) xs
jmap :: (@ =>b) -> [a] -> [b]
jmap _ [ = [1

When this module get compiled one class is generated for each binding. We have seen this in
section 2.2.1 (bindings mapping). Moreover, a class is generated for the top-level bindings
of this module as explained above. The generated bytecodes are equivalent to the following
Java source. You will notice that there is no need to call the method init, since top-level
bindings does not have free variables.

module jaskell.module;

public final class JPrelude
{
public static jaskell.support.Closure jlength =
new jaskell.support.JPrelude.jlength ();
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public static jaskell.support.Closure jhead
new jaskell.support.JPrelude.jhead ();

public static jaskell.support.Closure jtail
new jaskell.support.JPrelude.jtail ();

public static jaskell.support.Closure jiterate =
new jaskell.support.JPrelude.jiterate ();

public static jaskell.support.Closure jfoldl =
new jaskell.support.JPrelude.jfoldl ();

public static jaskell.support.Closure jmap =
new jaskell.support.JPrelude.jmap ();

2.3 Generating code

Now we know a lot of things about the generated Java bytecodes. What is still missing is
what stays inside the enter method for each closure. We will explain that in the following
sections by exploring the different alternatives available in the STG languages to write an
expression as shown in figure 2.4 (an overview of the STG language).

We know now that the Java Virtual Machine is stack-based. So you can expect the generated
Java bytecodes to use the stack for several purposes. One of those is that an expression is
expected to leave its result on the stack. That way, the structure of a method will be:

1. Evaluate the expression.

2. Return the value on the stack.

2.3.1 Mapping let and letrec

We have seen in figure 2.4 (an overview of the STG language) that the STG language provides
two constructs to provide a local definition: let and letrec. letrec is very similar to let,
the only difference being that the closures allocated thereby may be cyclic. In the “real
STG” used within GHC, we also have those two versions, but it is only possible to give one
definition with the non-cyclic 1et. Thus, if we want define a, b and ¢ and than evaluate the
expression expr, we would write:
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(let a = ... in
(let b= ... in
(let ¢ = ... in expr)))

In Jaskell, a let expression looks like let x1 =1[1f1;..;2n =1[1fn in expr. We will compile
it to a sequence of statements which allocate a closure in the heap for each lambda-form
If1,...,lf n followed by the code for expr. To allocate a closure, we have to:

e Create a new object of the class which has been generated for that closure.
e (Call the standard constructor.

e (Call the init method setting its arguments to the free variables in the current context.

In the stgrec case, we will first create all the objects and call the constructor, and than,
call the init method. That way, when the first init method is called, all the objects for the
current letrec expression have been created. Thus references to those objects can passed
as arguments to any init method.

2.3.2 Mapping case

The case expression case expr of alts is compiled to a sequence of statements which evalu-
ates the expression expr and then tests the result according to alts. As discussed in section
2.1.6 (the STG language) we can have two kinds of alternatives: algebraic and primitive.
Let’s examine those two cases:

e Algebraic alternatives. We know here the expression evaluated in the current case
returned a closure corresponding to a data closure. So, for each alternative, we will
have to verify if the closure on the stack is of the right type with the JVM instanceof
instruction. If it is the case, we will copy the closure attributes to local variables on
the stack and exectute the current expression corresponding to the current alternative.
To make things clear, let’s take an example. Suppose we have to compile the STG
code below. Here I# stands for primitive integer values. exprl and expr2 could be
any STG expression.

module M

data D = A T# I# | B I# I#
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f ::
f

D->D
= [1 \n [x]
case x of
{
A a b -> expril ;
B cd —-> expr2
}

The enter method for the class java.module.M.f would look like (output of the javap

decompiler):

Method jaskell.support.Closure enter (jaskell.support.Closure)

© 0 N O O b W N =

N NN DNNDNNNDMNR R R R R R B B R
~N O O W NN, O O 00N O dWND -, O

aload 1

invokevirtual <Method jaskell.support.Closure enter()>

dup

instanceof <Class jaskell.module.M.A>
iconst_1

if_icmpne #17

checkcast <Class jaskell.module.M.A>

dup

getfield <Field Class jaskell.module.M.A x1>
astore 2

dup

getfield <Field Class jaskell.module.M.A x2>
astore 3

pop

expril

goto #37

dup

instanceof <Class jaskell.module.M.B>
iconst_1

if_icmpne #37

checkcast <Class jaskell.module.M.A>

dup

getfield <Field Class jaskell.module.M.A x1>
astore 2

dup

getfield <Field Class jaskell.module.M.A x2>
astore 3
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28 pop

29 expr2

30 goto #37
31 pop

32 new <Class java.lang.RuntimeException>

33 dup

34 1ldc <String "No default alternmative.'">

35 invokespecial <Method java.lang.RuntimeException(java.lang.String)>
36 athrow

37 areturn

We notice the use of instanceof to check if an object is an instance of a particular
class. The instanceof will put the integer 1 on the stack if the test succeeds, 0
otherwise. After having done this test, we know if we can handle the alternative for
the current data type constructor or if we have to jump to the next case. If the test
succeeds, before beeing able to read the attributes of the current object, we need to
use the instruction checkcast. This is like a cast in the Java language. If the object
on top of the stack is not of the specified type, a ClassCastException exception will
be thrown. However this could never happen here since we always ensure the object
has the right type with instanceof just before doing a checkcast.

If all the instanceof tests fail and no default alternative is specified in the STG,
then we have a runtime error. This means we had at execution time a case which
was not envisaged by the programer. In that case, we will throw a RuntimeException
exception.

e Primitive alternatives are very similar to algebraic alternatives. Instead of using
instanceof, we use if icmp for integers fcmp for floats and dcmp for double values.

2.3.3 Mapping an application

An application looks like varatom latom 2...atomn where an atom can be either a variable
or a literal value. So for an application we simply have to put the variable and the atoms
on the stack, and call the appropriate enter method. For example, consider the Haskell
example below:
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The enter method of the class jaskell.module.M.f would be compiled to the following
Java bytecodes:

Method jaskell.support.Closure enter (jaskell.support.Closure)
1 getstatic <Field jaskell.module.M g>
2 aload 1
3 aload 1
4  invokevirtual <Method jaskell.support.Closure
enter (jaskell.support.Closure, jaskell.support.Closure)
5 areturn

2.3.4 Mapping a construction

A constructor will create a new closure on the heap for the specified data type and initialize
its attributes to the constructor arguments. For example, consider the Haskell example
below:

module M

data D=CDD

f :: D->D ->D
fab=Dab

The enter method of the class jaskell.module.M.f would be compiled to the following
Java bytecodes:

Method jaskell.support.Closure enter (jaskell.support.Closure)
1  new <Class jaskell.module.M.C>

dup

invokespecial <Method jaskell.module.M.C()>

dup

s W N
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5 aload 1

6 aload 2

7  invokevirtual <Method jaskell.module.M.C
init(jaskell.support.Closure, jaskell.support.Closure)>

8 areturn

2.3.5 Mapping a built-in operation application

Built-in operation applications, primatom latom 2...atomn are very similar to standard ap-
plications. The only difference lies in the fact that here prim is not the name of a vari-
able but the name of a primitive operation. The code for this operation can be either
directly produced by the compiler or provided in an external static method of the class
jaskell.support.PrimOp. If the code for prim is very simple it will be inlined in the gen-
erated Java bytecodes. An example of direct inlining are arithmetic primitives which are
mapped to one Java bytecodes instruction. If the code is more complicated, it is easier to
write it in Java as a static method of the class jaskell.support.PrimOp. The Java Vir-
tual Machine can always inline those methods at execution time if the code for a particular
method is not too long.

2.3.6 Mapping a literal

Mapping a literal is trivial since we only need to put its value on the stack. To to this we
will use the instruction lcd for integers and floats, and the instruction 1dc2_w for double
values.



Chapter

The Jaskell implementation

I tried to keep this chapter short since it is very implementation dependent. The source
code for the Jaskell back-end is available on demand and I will here provide a road-map to
show the overall architecture. Thus I will avoid going to deeply in low level implementation
related details.

3.1 Added or modified files

Files written for the Jaskell project are related either to the compiler or the Jaskell library.
Compiler files are added to GHC and are written in Perl or Haskell. Library files are written
in Java, in the package jaskell.support. We will focus here on the former which are
displayed dashed rectangles in the figure 3.1 (a view of the added or modified files).

Basically, as shown in figure 3.2 (data flow in the Jaskell backend), I wrote a function
classGen in the module ClassGen which takes STG bindings and returns an instance of the
data type AbsClassSyn. AbsClassSyn gives a “high level representation” of Java bytecodes.
This internal reprensentation is then printed out by functions of the PprAbsClass using the
Jas syntax. By separating that way the Jaskell backend in two modules, it is possible to
implement in one module, ClassGen, the high level, algorithmic, “interesting” code, and in
a second module, PprAbsClass, the low level code dealing with Java bytecodes issues. Thus,
ClassGen implements a compiler from the STG language to an object oriented framework,
while PprAbsClass “simply” displays the internal representation as Java bytecodes.

Because of this architecture, it would not be too hard for Jaskell to generate code for other
object oriented language like C++ or Ada 95. However this is not the purpose of this projet,
and the goal of this separation was to keep the more complex part of the compiler, which is
the “soul” of Jaskell, in a simple, possibly short module: ClassGen.
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Haskell I GHC driver
source - Per
GHC compiler
Haskell
\ 4
Haskell to
ClassGen TG

AbsClassSyn

PprAbsClass
A\ 4
Java B Bytecodes
Assembler | in ASCII

Y

Bytecodes
in binary

Figure 3.1: A view of the added or modified files.
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( STG Bindings )
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ClassGen

A
( AbstractClass
A

PprAbsClass
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Doc

Figure 3.2: Data flow in the Jaskell back-end.
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3.2 AbsClassSyn the Java bytecodes internal represen-
tation
We provide below part of the file describing the internal representation used in Jaskell. Since

there are many comments, I think this file is quite easy to understand and will provide a
deeper look inside the Jaskell compiler.

module AbsClassSyn (
AbstractClass (..),
ClassFile (..),
Package (..),
NewObject (..),
Expression (..),
Alternatives (..),
DefaultAlternative (..),
ArgumentType (..),
Identifier (..),
absClassNop,
addPackage,
packageClass,
packagePackage,
mkPackage,
argumentSize) where

import TyCon (TyCon)
import Pretty (Doc)
import PrimOp (PrimOp)
import Unique (Unique)

absClassNop = AbstractClassNop

data AbstractClass = -- The representation for STG in Java byte code.
AbstractClass —-— The real representation.
[ClassFile] | -- The list of used classes.
AbstractClassNop -— A dummy contructor when nothing is generated.
data ClassFile = -- A particular class file.
ModuleClass -- Class containing static top level bindings.
Package -- The complete name of this class.

[NewObject] -— The list of top level bindings



3.2. AbsClassSyn the Java bytecodes internal representation 37

Int |
ClosureClass
Package
[String]
[ArgumentType]
[String]
[ArgumentType]
ArgumentType
Expression
Int
Int |
ConstructorClass
Package
[ArgumentType]

data Package =
Package [String]

data NewObject =
NewObject
Identifier
Expression

data Expression =
Application
Identifier
[Expression]
[ArgumentTypel
ArgumentType |
Constructor
Package
[Expression]
[ArgumentTypel
Case
Unique
Expression
Alternatives |
Let
[NewObject]
Expression |
Primitive

PrimOp

Maximum number of words on operand stack.

The class represents a particular closure.
The complete name of this class.

The 1list of free variables.

The type of free variables.

The list of arguments.

The type of the arguments.

The type of the result.

The code executed when entering the closure.
Maximum local variables including parameters.
Maximum number of words on operand stack.

The class representing a particular type.

The complete name of this constructor.

The types of the fields for this constructor.

This expression is a constructor.

The code executed when a closure is entered.
A function call. Will enter a closure.

The closure to be entered.

The arguments pushed on the stack.

Type of the expressions.

The type of the result.

A saturated constructor.

The class of this construactor.

The closure mapped to the free variables.
Type of the expressions.

A case construction.

Used to generate unique labels.

The expression to be evaluated.

Alternatives after the expression’s evaluation.
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[Expression] |
Variable Identifier |
CharValue Char |
StringValue String |
IntValue Integer |
FloatValue Rational |
DoubleValue Rational

data Alternatives = -- Alternatives of a case expression.
AlgebricAlternatives -- Algebric alternatives (constructor).
[(Package, -- Constructor name.
[Identifier], -- Arguments.
[Bool], -— Use mask for arguments.
Expression) ] -- Expression for this constructor.
DefaultAlternative | -- Default expression.
PrimitiveAlternatives -- Primitive alternatives (e.g. primitive type).
ArgumentType —-- The type of the value.
[(Expression, -- The value.
Expression)] —-— Expression for this value.
DefaultAlternative -- Default expression.
data DefaultAlternative =
NoDefault |
Default
Identifier
Bool
Expression

data ArgumentType =
CharType |
IntType |
FloatType |
DoubleType |
ClosureType |
VoidType -- Only used by PprAbsClass for convenience.

data Identifier =
Globalld Package |
AttributeId ArgumentType String |
StackId ArgumentType String Int
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3.3 The Perl driver

It is not enough to add some modules to the compiler. We must also provide a mean for the
actual compiler to call functions in those modules. I had to modify CmdLineOpts, a module
that handles command line options and Main to make it call the new functions provided
in the Jaskell backend if a specific option is provided. Those two modifications were quite
simple. Finaly, I had to modify the driver which is executed when the users types ghc on
the command line. The driver is written in Perl as a monolitic file and is more then 3000
lines long. Perl is not a non-stric purely functional language and so making the driver accept
a new option and making it call the Java assembler if this option is specified was a very

time-consuming job.

Nevertheless it is now possible to compile a Haskell module, say Gaga.hs, by using a very
simple command line: ghc -02 -J Gaga.hs. The -J option specifies we want Java bytecodes
as output while -02 enables all the available optimizations. This flag is optional, however I
would advise the end user to enable it since -02 really improves the quality of the generated
STG, and thus also of the generated Java bytecodes.

3.4 Case study: The N- ueens Problem

We saw in the first chapter the advantages of having a Haskell compiler which is able to
generate Java bytecodes. In the second chapter we discovered how it was possible to compile
a non strict purely-functional language like Haskell to the object oriented framework provided
by Java bytecodes. In the third chapter we gave a deeper look to the implementation of
Jaskell. So now time has come to get the fruits from our work.

To show an example of how Jaskell can be used to write programs in a more productive way,
I did an applet to solve the N- wueens Problem. So, this applet will have to find a way to
put  queens on chess board of by  squares (well, this is not really a chess board if  is
not equal to 8 but nevermind) without having conflicting queens. Thus a solution can’t have
two or more queens on the same line, column or diagonal. Our goal is to make a program
which could generate all the valid solutions for any value of

This problem is very simple to solve in Haskell. The source code is given below. The main
function is  eens. It takes only one argument: , the size of the board. This function
will return the list of all the solutions. One solution is a list of  integers. For a particular
solution, the value at postion 7 of the list gives the row of the queen at line i.

module ueens where

queens :: Int -> [[Int]]
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queens ngq = gen nq where

gen :: Int -> [[Int]]
CL1]
[ (g:b) | b <- gen (n-1), q <- [1..nql, safe q 1 D]

gen 0

gen n

safe :: Int -> Int -> [Int] -> Bool
safe x d []
safe x d (q:1)

True
x /=q x /= q+d x /= q-d safe x (d+1) 1

Haskell is just fantastic to write algorithmic code like this. However we would also like to
provide a graphical user interface and not only to display lists of numbers. To do this Java
is fantastic since it provides a portable, well designed and easy to use graphical library.

I will not give here the Java source code dealing with the graphical user interface since this
is not our purpose. But let’s give a look to the Java code which calls the above Haskell
function (see below). The user can set the value  using the provided GUI. Before reading
the Java code below, consider that:

e This code is put into a method where the variable si e is defined to the actual board
size. st e corresponds to  in the above problem description.

e We have actually imported the class jaskell.support.Closure. This class is provided
as part or the Jaskell library and has several methods to deal with particular Haskell
data types like lists or integers. If a closure represents a list, it is possible to use the
methods:

empty
return a boolean which equal to true if the list is empty and false otherwise.
head
returns the head of a list closure.
tail
returns the tail of a list closure.
intValue

returns the integer value (Java int) of an integer closure.

e We have actually imported the class jaskell.support.Jaskell. This class is provided
as part or the Jaskell library and contains the public static method createInteger
which return an integer closure.
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e [t is not possible to know the size of a list returned by the een function written
in Haskell before having read the last element (remember that Haskell is a lazy lan-
guage and so the elements of the solutions list are computed when we actually try to
access them). Thus we will store the solutions in the dynamic array results of type
java.util.Vector. The variable results is declared somewhere else and is visible
from the source code below. This dynamic array will contain for each solution as a
standard array of si e elements.

Closure jsize = Jaskell.createInteger (size);
Closure jresults = jaskell.module. ueens.queens.enter (jsize);
jresults.enter ();
while ( jresults.empty ())
{
int [] result = new int [sizel;
Closure jresult = jresults.head ();

for (int index = 0; index < size; index++)

{
result [index] = jresult.head ().intValue () - 1;
if (index = size - 1)
jresult = jresult.tail ();
}

results.addElement (result);
jresults = jresults.tail ();
jresults = jresults.enter ();

The applet we have created can run inside a Java enabled browser like Netscape Communi-
cator. It is available on the Internet and you can try it now by visiting the following URL:
http://www.scdi.org/\"{}avernet/projects/jaskell/queens/. The figure 3.3 (an ap-
plet created with Jaskell and running under Netscape Communicator) is a snapshot of the
applet running within Netscape Communicator.
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Figure 3.3: An applet created with Jaskell and running under Netscape Communicator



Chapter

Current limitations and possi le e tensions

4.1 Two limitations
The current implementation of Jaskell has two major limitations:

e There is actually no support for characters strings. At the STG level, strings
are just an other primitive type (see the file ghc/compiler/basicTypes/Literal.lhs
in the GHC source code), like integers, floats or doubles. So adding support for strings
to Jaskell is just a matter of:

Creating a Java string object when we get a string literal at the STG level.

Implementing the primitive operations dealing with strings.

So this would not be too complicated. T just did not do it in the actual implementation
because I though some other features were more important.

e All the primitive operations are not yet implemented. Primitives are very sim-
ple operations, like arithmetic operators. Actually I implemented the primitives needed
to write several non-trivial test programs. However all primitives are actualy not imple-
mented. If Jaskell can not find a primitive, it will give an error message with the prim-
itive name. At this point it is easy to add the appropriate code to the compiler. It is
generally only a matter of adding one or two lines to Jaskell. This is not hard but since
there are a lot of primitives (about 200, see file ghc/compiler/prelude/Prim0p.1lhs
in the GHC source code) it is painful to implement them all.
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4.2 ptimi ing the Java irtual achine

To make an Haskell program compiled with Jaskell run efficiently we must have very good
implementation of the Java Virtual Machine. This is not surprising since one of our guide-
lines, see section 2.1.3 (exploring the design space) was to use as much as possible features
available in the Java Virtual Machine.

However no JVM will ever be good enough if left unmodified because the generated Java
bytecodes does not always do things in the way a Java programmer would, and we can not
expect the JVM to optimize very seldom cases. Two of them are related to derecursification
and update implementation. I will not go into details here since this is not the goal of this
project.

4.3 Adding a Java bytecodes back-end to the Newton

compiler

We have seen with this project that is possible to map concepts found in non strict purely-
functional languages to the Java bytecodes framework. I think it would be feasible to write
compilers producing efficient Java bytecodes for many high level languages. It would be
hard and very inefficient to generate Java bytecodes from a low level language like C, since
you can for example do arithmetic on pointers and it would be necessary to simulate those
“features” (read: miss-conceptions).

Newton [8] is a language designed by the Compiler Design Laboratory leaded by Professor
C. Rapin at the Swiss Federal Institute of Technology. The Compiler Design Laboratory did
a compiler for this language which is itself written in Newton. Actually this compiler can
generate GNU C code, just like GHC. The Newton compiler is separated in two parts: the
front-end and the C code generator. Information is passed from the first part to the second
one using an intermediate language. With G Metrailler <mailto:gmetrail@scdi.org> I
did a port of the Newton compiler to the OS/2 and Linux operating systems. To ensure an
even larger level of portability it would be really cool to implement a new back-end being
able to generate Java bytecodes from the actual intermediate language.

4.4 A special case for the 1 data type

Booleans are primitive types in the STG language. Bool is defined as data Bool = True

False. So Bool is considered just like any other data type. This means we have no particular
support for booleans in our Java bytecodes generator. It just works out of the box. However,
this is not always very efficient. Consider for example the Haskell expression if a < b then
exprl else expr2 where a and b are two primitive values. This expression will be converted
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in an algebric case at the STG level:

case a < b of
{
True -> exprl ;
False -> expr2
b

This means that the primitive operation will return an object on the stack which is either
an instance of jaskell.module.PrelBase.True or jaskell.module.PrelBase.False (the
Bool data type is defined in the module PrelBase). To test whether the object is an instance
of True or False we will use the instanceof instruction, then checkcast and so on. This is
really painfull for a simple comparison between two primitive values. So, in a further version
of Jaskell we could optimize this and handle booleans in a more specific way.

4. sing a s instead of multiple

The current version of Jaskell uses chained if clauses to test primitive values. How-
ever it would be more efficient to use the Java bytecodes instructions tableswitch and
lookupswitch. An example of usage for two instructions is given at the section 7.10 of The
Java Virtual Machine Specification. It would be easy to use those two instructions in a
further version of Jaskell. This would certainly improve the overall performance.

4. sing a Java library from an askell program
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